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Abstract—We suggest a conceptualization of spatial relations
between objects based on the functional relevance they have to
an agent. Showing first how this view can be used to design
practical models for relations, and evaluating their utility in an
object search scenario, we then demonstrate how such models can
be learned from experience in a series of simulated experiments.

I. I NTRODUCTION

With the ongoing trend toward domestic and other mobile
robots, it is becoming more and more critical that robots
be able to function in environments designed and inhabited
by human beings, with all that this entails in terms of
unpredictability, ambiguity and clutter. This poses significant
challenges to robot perception, reasoning and control.

Fortunately, there is method to the madness. Humans per-
force continually interact with their surroundings as theygo
about their daily business. They do not do so randomly, but
in accordance with their needs and aims, and in the process
they physically shape the world in ways they conceptualize as
useful or relevant: they furnish rooms with objects for specific
uses, put away utensils and ingredients for a meal, lock doors,
store items in closets, on shelves or under mattresses.

Robots, in order to perform tasks and comprehend processes
and phenomena in the same environments, must be imbued
with an understanding of those concepts. This understanding
should be tied to practical action and perception in order to
be of use to the agent.

The way we humans speak about space demonstrates how
important function is to us. Spatial language, such as prepo-
sitions (“in”, “above”, “beyond”), can give us some insight
into the concepts we use – since any linguistic disctinction
must have a cognitive basis. The exact nature of this link is
elusive, however. In this work, we use hints from language to
construct and learn models for functionally conceived spatial
relationships.

II. FUNCTION-BASED CONCEPTS

Understanding is fundamentally bound up with an agent’s
ecological role within its world. The ways in which we
comprehend the world are formed through the demands of
evolution, of society, and of the everyday situations we find
ourselves in. Feedback processes on different levels ensure
that concepts which we need to use frequently are elaborated
upon, whereas those that are not used fall by the wayside –
or are not learned in the first place (see Levinson [5]).

This work concentrates on spatial concepts, i.e. those used
to organise, communicate, and plan with the locations of
objects and their configurations relative each other. Coventry
and Garrod [2] have demonstrated that function is crucial to
such concepts. In our work we have focused on the main
connotations of the English words “in” and “on”, as use-cases
which though limited nonetheless support a wide range of
tasks and are fundamental to the way people describe space
linguistically. We attempt to isolate the elements that make
the concepts useful to humans, within their ecological niche,
and use those functional aspects as the basis for models from
which a robot can build its own understanding of space.

A. On

As has been noted by e.g. Herskovits [4], Talmy [10],
English’ “on” carries a central meaning also represented in
many other languages: that ofsupportagainst gravity; i.e., an
object is “on” another if it would, were the other object to be
removed, begin to fall or move under the influence of gravity.

We observe that the notion of support is highly related to
the functional aspects of space as designed, constructed and
lived in by human beings. Such spaces are full of entities
specifically made to support others, both statically – such
as tables, shelves, counters, chairs, hooks and desks – and
dynamically – such as trays, trolleys, and dishes.

Besides support, “on” also connotes related functional con-
cepts such as “attachment” and “location control”.

1) Perceptual model:The “support” relation constitutes an
idealized model, but is as such not possible to evaluate directly
from perceptual data, and so it becomes necessary to introduce
a perceptual model to estimate the ideal relation.

The proposed model is described in detail in Sjöö et al.
[7]. It consists of three geometrical criteria, each of which
has an intuitive justification in terms of mechanical support.
The degrees of accordance with the respective criteria are
combined into a single measure ON(O,L) ∈ [0, 1] (O denotes
the object we’re locating, andL the supporting object or
landmark):

1) Separation between objects. In order for an object to
mechanically support another, they must be in contact.
Thus ON decreases as the separation departs from 0.

2) Horizontal distance between center-of-mass and contact.
It is well-known that a bodyO is statically stable if
its center of mass (COM) is above its area of contact
with another objectL. We therefore impose a penalty



on ON that increases asO moves out from above the
contact patch.

3) Inclination of normal force, θ – ON decreases as the
contact between the objects tilts from vertical toward
horizontal, and support thus becomes less likely to hold.

B. In

The preposition “in” is even more prevalent than “on”,
and carries a wider range of functional interpretations. These
include “protection”, “occlusion”, “constraint”, “containment”
as well as location control. Occlusion means that the object
is prevented from being seen; constraint, that it is prevented
from moving freely; containment, that a fluid is kept from
flowing out. All these concepts are of importance to an
agent as it carries out tasks involving objects. They each
entail different geometrical relationships; we choose to model
a single relationship which significantly covers each of the
connotations : “enclosure”.

Enclosure refers to the geometrical subsumption of one
object by the convex hull of another, and describes many of
the everyday uses of the word “in”, such as “in the house”,
“in a forest” or “in this box”; see Herskovits [4].

1) Perceptual model:We define IN(O,L) ∈ [0, 1] such that
it is 0 whenL’s convex hull is disjoint withO, and increases
with the volume of the overlap to a maximum of 1.

Because cases whereO overlapsL itself (rather than merely
its hull) are physically implausible, we supplement the model
with a penalty on perceived object interpenetration.

III. A PPLICATION: OBJECT SEARCH

In order to verify the practical usefulness of the above
models for “on” and “in”, we have implemented them in an
Active Visual Search framework. Locating objects is obviously
a prerequisite for interacting with them, and so search is an
important capability for any agent. Because objects are not
randomly distributed across space, as pointed out above, being
able to use spatial relations to guide search will be valuable.

Objects can often be localized unambiguously in a hierarchy
of “on” and “in”, as in “it’s in a bag on my desk in my office
on the sixth floor”. Compared to an exhaustive search of the
entire floor, this cuts down the search space – and humans are
especially apt to provide locations in such terms in dialogue.

Knowing that an object is on or in a landmark means that
only the landmark need be searched. Even if the landmark’s
position is not known, it may be larger and easier to see (which
will be the case for e.g. furniture); then, it may be benificial to
actively search for the landmark before looking for the target
object. This is calledindirect search; see Garvey [3].

If the landmark’s position ispartly known, such as a table
that must be standing on the floor, the object search space
becomes partly constrained even without first looking for the
landmark – we term thisdirect, informedsearch.

A. Experimental setup

We created a setup in which the robot needed to find a
specific book in a living room. It was given a landmark and

told which relation the book had to that landmark, but not
the landmark’s position. Test subjects were asked to place the
book either “on” or “in” the landmark as appropriate. The
robot then carried out uninformed (i.e. not utilising the relation
information), direct informed, and indirect search respectively,
and the success rate and average number of views required
were recorded. The landmarks used were a table (“on”), a
box (“in”), a small bookcase (“on”, “in”) and a large bookcase
(“in”). In some cases, the box was in turn placed on the table,
yielding a nested relation.

B. Results

A detailed description of these experiments can be found
in Sjöö et al. [8]; The results, as seen in Figure 1, show that
using spatial relations can help the robot locate the book more
dependably as well as faster, and indicate that the proposed
models are reasonable representations of the relations “on”
and “in” as conceived by the test subjects. Here, all strategies
were evaluated; for an approach that automatically selectsthe
best strategy, see Aydemir et al. [1].

IV. FUNCTION-BASED RELATION LEARNING

Above, we have shown that models based on the functional
relationships of support and enclosure can indeed be made to
mirror the human concepts “on” and “in” well. However, as
was stated in Sec. II, hard-coded models do not provide true
understanding of concepts and cannot adapt to the needs of
an agent. Rather, the agent should learn the models, linking
perception and action as dictated by its tasks and needs.

Ideally, an agent should be able to start with a “clean slate”,
and in interacting with the world, notice patterns in the way
objects behave and so learn the relations that have a bearing
on the tasks it attempts to perform. Although such bottom-up
approaches have seen some experimentation (see e.g. Modayil
and Kuipers [6]), spatial relations have had little attention.

In the following, we attempt to directly learn perceptual
models for certain functional relationships through “micro-
experiments” on a physical scene. The agent must learn to
predict whether the functional relationship will hold or not,
and determine which features are relevant to that prediction.

Because of the practical difficulties inherent in real-world
robotic experimentation, especially when dealing with com-
plex scenes, we have performed these initial learning experi-
ments in a simulated environment.

A. Simulated experiments

The simulation contains a square immovable “table”, above
which a random set of rigid body objects are generated and
allowed to fall freely until they come to a rest. The object types
are: Block, cylinder, sphere, random convex polyhedron, box
(hollow block), shell (hollowed-out convex polyhedron). Any
objects that fall off the table are automatically replaced above
it. Figure 2 shows an example of a random scene.

Extracted from the scene before the “micro-experiments”
are a set of geometrical features for each pair of objects. These
include vectors between COMs, closest points and contact
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Fig. 1. Success rate for visual search experiments (U = Uninformed, D = Direct informed, I = Indirect)

Fig. 2. Example of scene with randomized objects

patches; contact normals; separation, containment as wellas
object orientations in matrix format. The dimensionality of the
feature vector per pair is 93.

Five experiment suites are carried out on the randomly
generated physical scenes. Each examines pairs of objects in
the scene in terms of some task-relevant functional distinction.
The distinctions are picked from the connotations of “in” and
“on” suggested in Secs. II-A and II-B (“Support” is split into
two separate connotations, explained below):

1) Supporting force
2) Causal support
3) Location control
4) Protection
5) Constraint

1) Supporting force:(FOR) An objectL supporting another
O implies that the former is inhibiting the natural tendency
of the latter to fall down under the influence of gravity.
Countering the force of gravity in this way means thatO

must cause a force to affectL in the opposite direction to
the force of gravity, directly or indirectly. The support force
is relevant to task outcomes such as whether an object will
damage another or prevent its movement by weighing it down.

2) Causal support:(SUP) By “causal support” we mean
simply the fact that removing objectL causes objectO to fall
down or be otherwise disturbed. This relationship is important
to tasks concerned with the stability of objects, includingboth
stacking and tearing down.

It is tested through simply removing individual objects from
the physics simulation and observing which of the remaining
objects move more than a threshold distance as a result.

3) Location control: (LOC) Location control signifies the
relationship where objectL moving causes objectO to move
along with it. This is significant when the task requires moving
several objects simultaneously, or conversely when tryingto
separate objects from each other.

The micro-experiment used to evaluate location control
consists in selecting amover object L and moving it away
kinematically (irresistibly) along a straight line. The mover
follows a “minimum jerk” velocity profile, modelling the way
a robot or human hand might move in an actual task.

At the end of the movement, location control is considered
to hold for any objectO that has moved at the same velocity
asL during most of the micro-experiment.

4) Protection: (PRO) Protection refers to an objectL pre-
venting contact between objectO and other external objects or
agents. This distinction has task relevance whenO is fragile or
valuable or otherwise prone to external interference as well as,
more importantly, when the agent itself needs to manipulate
an object without obstruction.

In simulation we represent outside disturbance by “throw-
ing” a small dynamic sphere in a trajectory that will hitO



unless obstructed byL.
5) Constraint: (CON) The relationship of constraint per-

tains to an objectL preventing anotherO from moving freely.
Constraint is a relevant aspect of a scene whenO has motive
power, or when movements or vibrations of the reference
frame may causeO to roll or slide around.

We test for constraint by applying a constant force onO

in a random (horizontal) direction, causing it to start moving.
If it escapes the static scene, falling off the table, it is not
constrained; if it fails to escape the scene is reset and the
micro-experiment repeated, removing one of the objectsL that
O contacted in the first iteration. IfO can escape whenL is
absent,L is considered to be constrainingO.

B. Results

For each functional relationship in IV-A, a logistic regres-
sion classifier was trained, using the Sparse Bayesian approach
(see Tipping and Faul [11]) to select the relevant features
and find their weights. 50 000 training examples were used.
The training data excluded one type of object (random convex
polyhedra) that was nevertheless included in the validation set,
to test the generalization capability of the resulting model.

Out of the 93 features, the feature selection process elimi-
nated circa 50-60. The features kept are intuitively plausible
for the respective relations, and largely similar (but not iden-
tical) to the hand-tailored models in Secs. II-A, II-B.

The Receiver Operating Characteristic (ROC) curves for the
learned models are shown in Figure 3. All the models perform
very well on validation data, with little variance, showingthe
essential learnability of the relations using these features.
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Fig. 3. ROC curve for models trained without one object type, validated on
scenes with all types

V. CONCLUSION

We have proposed a functionally conceived view of spatial
relations, and shown experimentally how it can yield practical
models for use in robotics, as well as be used to learn those
models from experience.

Going forward, we would like to use spatial relation
understanding to interpret and transmit practical procedural
knowledge, e.g. parsing task instructions or describing scenes

verbally. Supervised or semi-supervised learning, such as
in Skǒcaj et al. [9] could be used to connect words with
functional connotations instead of with features directly. We
also wish to broaden the learning framework, learning more
relations and doing so on a physical robot rather than abstractly
in simulation.
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