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Abstract—In order to interact naturally with humans, robots
must be able to engage in natural language dialog with their
human teammate. To do so they need to model not only the
state of the world but also the state of the interaction with
the human user. In this paper we present an algorithm for
understanding dialog in which information from multiple di alog
turns is dynamically integrated into a probabilistic graphical
model. Inference in the joint model enables the robot to find
groundings in the world that correspond to the language across
multiple dialog acts. To make inference efficient we model the
interaction state as a probabilistic model called Generalized
Grounding Graphs (G3), which is dynamically instantiated from
the natural language according to the hierarchical and com-
positional semantic structure of the utterances. Our previous
work showed that a G3 model can find and execute plans
corresponding to a single natural language command for mobile
manipulation. This paper extends the G3 model to support
multi-turn dialog interaction and demonstrates its application on
several examples; a full implementation and evaluation remain
future work. Unifying the representations of a single command
and a dialogue allows the training and inference algorithmsto
be the same for both problems.

I. I NTRODUCTION

Natural language is an intuitive and flexible modality for
interacting with robots in complex real-world environments.
However, robustly following natural language commands re-
mains a challenging problem due to uncertainty in the envi-
ronment and in the command meaning. For example, if the
user asks the robot “Bring me the phone,” and there are two
phones in the environment, there is uncertainty about which
one is correct. One strategy for reducing this uncertainty is
to engage in dialog with the human teammate in order to
collect more information by asking a clarifying question such
as “Which phone?”

There are two major problems for applying this strategy:
finding a good question depending on the situation and under-
standing the answer in the context of the previous dialogue.
The scope of this paper is to describe a solution to the latter
problem - how to incorporate the meanings of multiple dia-
logue acts. We assume that there is a separate algorithm which
selects what dialogue acts the robot should take (e.g., [3, 12]).
Solving the understanding and integration problem requires a
framework for mapping between elements in language and the
objects, places, paths and events in the world, as well as the
ability to coherently integrate information from multipledialog

acts. To map between language and the robots representation
of the world we leverage our previous work [11], a system that
robustly follows individual natural language commands from
untrained human users using a probabilistic graphical model
called Generalized Grounding Graphs (G3). We extend this
system by describing a mechanism for integrating information
across multiple dialog acts.

The contribution of this paper is an approach for updat-
ing a grounding graph with new information obtained from
interaction with the human teammate. We propose to merge
grounding graphs for each dialog act into a single graph that
the robot can use to find groundings for all linguistic con-
stituents in the interaction. Inference in this graph incorporates
information not just from the original command, but from
additional clarifying statements by the human teammate as
well as answers to questions that the robot has asked. In this
paper we present algorithms for merging grounding graphs for
different dialog acts and demonstrate the algorithms’ behavior
on several examples; a full implementation and evaluation
remain future work.

Beginning with SHRDLU [13], many systems have ex-
ploited the compositional structure of language to statically
generate a plan corresponding to a natural language com-
mand [5, 9, 4]. Rather than considering a single command,
the current paper focuses on integrating information across
multiple dialog turns into a single model. In contrast to
previous approaches to dialog, which use a fixed space of
states and actions [10, 3] this work stores dialog state as a
factor graph that captures the structure of language. Previous
work on discourse representation theory [7] also combines
multiple discourse statements in a single data structure. Our
work differs by using a probabilistic structure instead of
logical formula, and by focusing on grounded dialogue arising
naturally in human-robot collaboration, rather than general
text.

II. T ECHNICAL APPROACH

Even though single sentences of natural language have a
certain semantic structure, combining multiple sentencesinto a
single data structure which robots can use to follow commands
is not a trivial problem. In order to tackle it we first construct a
probabilistic graphical model for each sentence which encodes
the meaning as a probability distribution. The topology of the



(a) Original grounding graph
for the sentence “Bring me
the phone”.

(b) Grounding graph for the sentence “It is to the right
of the book.”

(c) Resulting grounding graph after merging the meanings ofthe
two sentences. Nodes and edges attached to the original graph are
highlighted in red.

Fig. 1: Showing Algorithm 1 in action. The two graphs are joined by merging theγ variable node OBJECT 1, which refers
to the same physical entity in both sentences.

graph follows the topology of the structure of the sentences.
Combining multiple sentences by resolving the co-referent
phrases in different dialog acts we show an algorithm for
interpreting question-answer pairs, which we motivate by the
linguistic theory ofwh-movement [1].

A. Generalized Grounding Graphs

When a robot tries to follow an instruction such as, “Bring
me the phone to the right of the book,” it needs a method for
mapping between elements in the language and objects, places,
paths, and events in the world. The G3 framework provides a
solution to this problem by creating a structured probabilistic
model of the language. Grounding graphs make learning and
inference efficient because they factor the inference of the
objects, places, paths, and events in the world corresponding
to the language. Grounding graphs are factor graphs [6]
constructed by parsing a sentence into a tree of extended
spatial descriptive clauses (ESDCs) described in [11]. Each
ESDC has a type which can be “OBJECT”,“PLACE”,“PATH”
or “EVENT.” Each ESDC contains a figure, a relation, and
one or two landmark fields. Each field either contains text
or is another ESDC. We construct grounding graphs from
a single deterministic parse of the language into a tree of
ESDCs. In situations where there is ambiguity in the language
and multiple parses are reasonable, future applications may
maintain a distribution over grounding graphs constructed
from different parses.

In real-world tasks the grounding problem consists of un-
derstanding how parts of the language correspond to elements
of the world. To solve it, grounding graphs are factor graphs
which have three types of variable nodes: language nodesλ,
world nodesγ and correspondence nodesφ. Language nodes
are variables which values are text. World nodes are variables
which values are among the objects, paths, places and events
of the world. For each factor we use the probability that the
language node connected to it corresponds to the world nodes,
p(φ = True|λ, γ) as the factor potential. Figure 1a shows an
example visualization of a grounding graph for the command,
“Bring me the phone.” The factor nodes are drawn as small
filled black squares and the variable nodes as white, green or
gray colored rectangles or ovals. Language elements are drawn

as rectangles, whereas world nodes and correspondence vari-
ables are drawn as ovals. Any observed variables are colored
green and the correspondence variables are colored gray in
order to be distinguished from the environment groundings.
The root node is colored blue. Edges can be labeled depending
whether they are the figure (F), relation (R) or landmark field
(L, L2) of a factor. In the graphγ OBJECT 1 is a random
variable over the set of all objects in the world, and the factor
underneath it contains the probability of a specific object in the
world to be described by the words “the phone.” At inference
time the language nodes are observed, and the correspondence
nodes are set toTrue. The inference algorithm then tries to
find real-world groundings for the object, place and eventγ

variables, in order the maximize the product of all the factor
probabilities.

We learn the probabilityp(φ = True|λ, γ) in each factor
using an annotated corpus of examples. For every factor we
calculate set of features induced by the values of theλ and
γ variable nodes attached to the factor. The set of features
include spatial features for the relations between physical
entities and semantic features between words in the language
and is fully described in [11]. At learning time we determine
a weight vector for the features and then calculate a log-linear
model for the probability using it. Then at inference time we
perform approximate inference by searching over the space
of possible assignments of theγ variables using the learned
probabilistic model. We have previously demonstrated that
this approach can successfully interpret a significant infrac-
tion of mobile-manipulation instructions created by untrained
users [11]. However, instructions containing logical operations
on sets such as quantification and selection of extreme element
are hard to describe as a probabilistic model since they
require learning procedural computation. Learning such model
is harder but Winograd [13] have shown that it can perform
well in dialogue and Liang et al. [8] have shown how certain
logical operators can be learned.

B. Algorithm for Merging Information from Multiple Dialog
Acts

Humans can often decompose an instruction into several
shorter ones to reduce mental burden and to decrease com-



Fig. 2: Illustration of the result of Algorithm 2. The resulting grounding graph is a combination question-answer graphobtained
in step 3 of the algorithm with previous grounding graph, merged at theγ variable OBJECT 2. The nodes and edges of the
question-answer graph are highlighted in red.

plexity of individual sentences. If a robot cannot connect their
meanings, it will not be able to follow the instructions. The
main insight of this paper is that the meanings of incremen-
tal dialog acts can be understood by connecting individual
grounding graphs into a global grounding graph that can
understand an entire dialog. Automatically determining which
parts of the different sentences refer to objects, subjectsand
concepts already mentioned is a well-studied computational
linguistics problem calledco-reference resolution [2]. Co-
reference resolution provides the attachment points for the
connecting grounding graphs from successive dialog acts.
Algorithm 1 shows how grounding graphs and co-reference
resolution allow the combination of multiple dialog acts into
a single grounding graph. We currently assume that the co-
reference resolver provides a single co-reference configura-
tion. When the co-reference resolver returns multiple possible
configurations we select the most likely one, but future ap-
plications may maintain a distribution over grounding graphs
depending on the outcome of Algorithm 1.

Algorithm 1 Merge information from multiple dialog acts

Require: Previous dialog grounding graph.
Require: New statement text.

1. Extract co-reference information on new statement and
the previous graph
2. Create a grounding graph from the new statement text.
3. For every co-reference merge the correspondingγ vari-
ables in the two graphs.

Figure 1 illustrates Algorithm 1 which combines the two
sentences, “Bring me the phone,” and “It is to the right of
the book,” into a single graph. Figure 1a, shows the graph
constructed from the first sentence, and Figure 1b shows the
graph constructed from the second sentence. The co-referred
object γ OBJECT 1 represents the same variable in both
sentences. Due to the changes in the graph, at inference time
the distribution of groundings for theγ variable node OBJECT
1 favors groundings which are more likely to satisfy the

relation “to the right of” with respect to another object with
label similar to “the book.” Algorithm 1 can work on many
descriptive and imperative discourse statements.

Algorithm 2 Combining question-answer information into a
previous grounding graph.

Require: Previous grounding graph.
Require: Question text.
Require: Answer text.

1. Create a grounding graph from the question, takingwh-
movement into account.
2. Create a grounding graph for the answer.
3. Merge the root node of the answer graph with theγ node
in the question to which thewh-word refers to create the
question-answer graph.
4. Analyze the co-references in question and the previous
graph.
5. For every co-reference merge the correspondingγ vari-
ables in the two graphs.

C. Asking Questions and Understanding the Answers

Asking questions and understanding the answer is harder
than just understanding a statement; the question and the
answer by themselves carry no extra information, but when
combined together they are equivalent to a declarative state-
ment. In this paper we considerwh-type questions which ask
about a specific grounding in the world. They are questions
such as “Which ...?,” “Where ...?,” and “What ...?” Humans
compose these questions by taking a declarative statement in
which there is an unknown word or a phrase, inserting awh-
word (“which,” “where,” “what,” etc.) and then reordering
the words in the sentence. This process is a well-studied
linguistic transformation calledwh-movement and is described
in Cheng [1]. Understanding the combination of questions and
answers requires creating a grounding graph for the question,
and identifying the constituent in the answer that corresponds
to the wh-word. Then we attach the answer graph to theγ



(a) Grounding
graph for the
question “Which
book”

(b) Grounding graph for the answer sentence “The
one on the table.”

(c) Grounding graph for the question-answer pair “Which book?
The one on the table.”

Fig. 3: Steps 1, 2 and 3 of Algorithm 2. The grounding graphs
for the question and answer are merged by merging theγ

variable OBJECT 2 which refers to the same object in the
world.

variable described by thewh-word. Algorithm 2 uses this
intuition to construct a grounding from a question and an
answer.

To show how Algorithm 2 works, consider the case when
the previous dialog consists of the human saying, “Bring me
the phone. It is to the right of the book,” and the robot has
constructed the grounding graph at Figure 1c. Then the robot
asks the question “Which book?” and receives the answer
“The one that is on the table.” The question refers to a
book object, which is shown at Figure 3a. We construct a
grounding graph from the answer (Figure 3b), and then merge
it with the “which” node in the question graph. We then merge
the resulting graph with the previous graph by solving co-
references between them. Figure 3c shows the grounding graph
constructed from the question-answer pair and Figure 2 shows
how this graph is merged with the previous graph.

In the newly constructed graph, the same inference algo-
rithm for following instructions can be used. The uncertainty
about theγ variable OBJECT 2 will be reduced by scoring
with higher probability objects which have relation “on” with
another object with figure similar to “the table.” That may in
turn change the marginal probability distribution over theγ

variable OBJECT 1 and the top-level event.

III. C ONCLUSION

In this paper we presented a model for understanding
spatial language discourse that incorporates informationfrom
multiple dialog acts into a single probabilistic model. Inference
in this joint model allows the robot to fuse information from
multiple sources in a structured way.

Our goal is to build a system which can robustly understand
natural language commands and engage in dialog with the
human user in order to reduce its uncertainty about the user’s
goals and intentions. Our immediate next step is to implement

the algorithms and evaluate whether it realizes an improvement
over a baseline that treats each dialog act independently. Once
we have a demonstrated ability to ask questions and understand
the answer, the next problem is to determine what questions
to ask. Although this paper focuses on dialog state, we plan to
explore action spaces in which the robot dynamically chooses
what to say based on its uncertainty about existing constructs
in the dialog. In the future work we want to develop a planning
algorithm that decides whether to ask a question or take an
action in response to the command, choosing which question
to ask based on the system’s uncertainty over specific random
variables in the grounding graph. By applying a decision
theoretic approach to infer both physical and dialog actions,
the system would interact effectively and naturally with the
human user.
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