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I. INTRODUCTION

Humans use verb phrases in a variety of ways, including
giving commands (“jump over the hurdle”) and relaying
descriptions of events to others (“he leapt over it”). These
simple verb phrases convey a significant amount of content,
including descriptions of events that should not occur, such
as “avoid the puddle.” Humans also have a qualitative
understanding of verbs that supports executing the same verb
in multiple contexts, and with different arguments.

In this work, verbs are represented by a verb signature and
later by a higher fidelity Verb Finite State Machine (VFSM),
both of which are inferred from a set of demonstrations
provided by a human teacher and the robot’s own experience.
To match the qualitative understanding of verbs that humans
possess, both verb representations are built out of spatial
relations. Together, these representations form the basis of a
framework for solving three key tasks we now detail.

1) Classification: An agent observes a Propositional Mul-
tivariate Time Series (PMTS) P0...PT for T timesteps. Each
observation Pi is a set of grounded spatial relations over
objects, (e.g. Above(o1, o2)). The agent must choose to
classify the entire time series as an instance of one of a set of
verbs. We assume the particular objects of interest are given
in a fixed order to the agent so it does not have to consider
every permutation of objects that might, for instance, jump
over one another. Intuitively, this problem corresponds to
answering a forced-choice question, such as “What was the
dog doing with the ball?”

2) Recognition: An agent witnesses the same type of
PMTS, but now is asked both if and when a verb v occurred
in the time series. For example, consider an agent watching
a scene where an actor runs up to a hurdle and then jumps
over it. In classification, either the verb phrases “run to”
or “jump over” might be acceptable classifications, but in
recognition, the agent needs to state that “run to” happened
during a certain time period and “jump over” during another.
Intuitively, this scenario corresponds to answering a question
about pinpointing when and if a particular verb occurred,
such as “When was the dog following him?”

3) Execution: The robot has learned a set of verbs and is
asked to execute one of them, such as “pick up the block,”
in a particular environment. This is a non-trivial problem
because the verb models may only describe activities using
high level relations like Above(X,Y), while the agent needs to
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take low-level actions that may not immediately impact these
relations. Also, verb commands are often underspecified (e.g.
do not specify which hand to pick up the block with).

For our algorithms to be generally applicable, we also
need the agent to be able to learn verb-phrase models from
data. Since verb meanings may be subjective, we consider
a learning situation where a human supervisor can provide
labels on a PMTS specifying whether a given verb phrase
occurred and can provide their own demonstrations of a verb
(their own labeled PMTS) as well. The teacher can label the
robot’s trajectories, resulting in an apprenticeship learning
[1] setting with both teacher and robot-generated PMTS.

In the following section, we describe the verb signature
representation, which supports classification directly. We
then show how to transform such a signature into a Verb
Finite State Machine (VFSM) that, unlike the signatures,
explicitly models verb stages and can be used for recognition.
Finally, we show how this VFSM can be combined with plan-
ners to support verb execution in stochastic environments.

II. VERB SIGNATURES

Here we present a sketch of the verb signature represen-
tation and learning algorithm from Kerr [2]. We consider
robots to be operating in environments that can be described
at two levels: low-level object dynamics and abstract verb
descriptions. The low-level object dynamics capture the
changing physical state of the objects in the environment
(e.g. their x and y coordinates). The second level is a set of
propositional spatial relations, such as RightOf (robot,box1),
that can be either true or false at each step. Together, these
make up the state of the environment at every step. For
learning verb models from trajectories, only the relational
part of each state is considered, turning the trajectory into a
PMTS. The PMTS can be viewed as a collection of fluents,
where a fluent is a tuple containing a propositional relation,
the time at which the relation became true, and the time
when the relation became false (e.g. 〈On(X ,Y ),1,3〉).

The first step in learning the verb signature is to reduce the
dimensionality of each trajectory by discarding any PMTS
entry that is identical to the previous one. Importantly, this
operation discards the absolute durations of fluents, but
preserves the relative timing of all changes in relational state.
Next the PMTS is converted into a qualitative sequence. A
qualitative sequence is a sequence of Allen relations [3] be-
tween the fluents in an episode. Allen relations represent the
seven possible temporal relationships between two fluents,
such as (Above(X,Y) before On(X,Y)), and thus capture the
temporal order of events.



A verb signature sv is a weighted qualitative sequence
computed from the set of qualitative sequences as follows:
Initially, the signature sv is set to a random qualitative
sequence, with each Allen relation given a weight of 1.
For each remaining qualitative sequence si, the signature is
updated by a two-step process. The signature is first aligned
with si, using standard sequence alignment techniques such
as the Needleman-Wunsch algorithm [4]. Wherever an align-
ment is found between an Allen relation in sv and an
Allen relation in si, the weight of that Allen relation in
sv is incremented. Allen relations in si that are not aligned
are inserted into the signature where specified by sequence
alignment. Intuitively, the Allen relations that are present in
many of the demonstrations will have higher weights, and
Allen relations with very low weights can be pruned.

A. Classification

We now present results on signature-based verb classi-
fication as detailed by Kerr [2]. First, signatures for each
verb are learned as specified above from a set of labeled
training instances. A test instance is classified by converting
it into a qualitative sequence and computing the distance
to each verb signature. The verb signature with the lowest
distance represents the class assigned to the instance. We
evaluated this classification method on six spatial verbs in
a 3D simulated physical environment called Wubble World.
It achieved an accuracy of 98.73%. This is comparable
to a k-nearest neighbor (k-NN) baseline (97.03%), where
instances were represented as qualitative sequences, but no
single signature was created for each class. Our experiments
showed similar performance on complex multi-agent verbs
such as chase, flee, and fight, instantiated in a 2D agent-
based physical simulation, similar to the popular simulator
Stage [5]. Performance of signature-based classification was
95.00%, while k-NN reached 99.17%.

Kollar et al. [6] report very high classification performance
for their Naive Bayes approach on a set of spatial verbs in
a 2D environment. Kollar et al. reported high AUC scores,
approaching 1.0 in some cases. These prior results suggest
that verb classification, at least for the sorts of verbs studied,
can be readily solved by a variety of methods.

III. VERB FINITE STATE MACHINES

The classification methods above ignore many temporal
constraints that result in verb stages, and are therefore
difficult to extend to recognition or execution. Therefore,
we now describe a data structure that is ideal for explicitly
capturing the stages of verb completion, a relational finite-
state machine we will refer to as a Verb FSM (VFSM)
(Figure 1). The VFSM differs from standard FSMs in that
each edge is labeled with a set of propositions (relational
fluents as described earlier), rather than a single symbol.
Importantly, the VFSM is not a finite-state controller (FSC),
where each state is mapped directly to an action. Rather,
the VFSM accepts qualitative traces that match the verb
semantics, meaning it is a recognizer for the verb, accepting a
state sequence as soon as it reaches a positive accepting state
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Fig. 1. An example VFSM (shown for clarity as two machines, one for
acceptance and one for rejection) for fetch(Robot,Object,Destination). The
left machine accepts “successful” examples while the right machine accepts
“violations”.

without also reaching a negative one. During recognition,
a transition is triggered whenever a new qualitative state
contains a superset of the relations labeling the transition.

The VFSM is a qualitative representation in that it repre-
sents only propositional information, and only information
about the ordering of states rather than their duration. It is
also underspecified because each transition specifies only a
subset of the propositions comprising the environment state.
Conceptually, this VFSM is a combination of two simpler
FSMs, one representing correct verb behavior and another
encoding behavior that violates the semantics of the verb.
Also, each intermediate state contains a loop back to itself
(omitted from the diagram for clarity), allowing parts of the
verb to take varying amounts of time. The utility of using a
similar FSM for recognition of activities has been previously
established [2], showing that the FSM transitions capture the
natural stages and choices involved in verb completion. We
now describe learning a VFSM from examples. Additional
steps needed to execute the verb described by the VFSM are
presented in Section IV.

1) VFSM Constuction from Core Paths: The VFSM is
created by combining labeled traces of behavior. Traces that
are subsumed by others are omitted, leaving only core paths.
We assume the teacher can label the robot’s traces with
one of three categories: successful completion of the verb,
violation of verb semantics, or neither. FSM construction is
conservative in that only the instances labeled as success or
violation are included in their respective FSMs, a cautious
approach inspired by apprenticeship learning results showing
that acting based on the most specific hypothesis allows the
teacher to safely drive the generalization process [1]. Each
agent or teacher trace yields a PMTS, which defines a simple
VFSM as a single path between the first state and last state.
By combining the start states of many such paths, as well as
the end states, a single VFSM can be created.

However, this method does not make use of the statistical
relevance of individual fluents. Even if a non-essential rela-
tion such as Left(robot) was present in only a few examples,
it might never by pruned out by this core-path method.
Instead, we would like to notice that this fluent does not
stand in any consistent relationship with other fluents, exactly
the sort of information that was captured by signatures in
the previous section. We now describe a signature-based
construction method.

2) VFSM Construction from a Verb Signature: The
signature-based VFSM learning algorithm has two stages,
with the second one being the “core-path” construction from



before. However, the new algorithm first extracts the se-
quences of Allen relations, (p R q) from the stored examples
and then constructs a signature (Section II), which gives
each Allen relation a weight. It then checks for fluents (as
described earlier, a combination of a relation and start and
end times) that exist only in Allen relations with very low
weights and discards them. A VFSM is then constructed from
the generalized PMTS as above.

IV. EXECUTION

The ability to actually execute verbs enables richer learn-
ing of VFSMs. In Sections II and III, we described how
a verb signature and then a VFSM can be inferred from a
set of trajectories. In those supervised learning settings, a
human teacher is responsible for providing and labeling the
trajectories. But a robot capable of execution can also learn
from its own instances (labeled by the teacher), following
the apprenticeship learning paradigm [1]. Specifically, the
human teacher and the robot interact via a series of structured
teaching episodes. In each teaching episode, the teacher first
chooses a verb and constructs a scenario, and then asks the
robot to perform the verb in that scenario. The robot will
then plan and execute the verb according to its current verb
model, resulting in a trajectory. The teacher then labels the
robot’s trajectory with one of the three categories (successful,
neither, or violation). Then, the teacher has the opportunity to
provide a labeled trajectory of its own from the same starting
conditions as the robot’s episode, ensuring that informative
positive examples of verb execution are readily available.

A. Planning with a VFSM and Environment Model

We now describe how the VFSM can be combined with
an MDP model of the robot’s environment and modern
planning techniques to execute the verb. A standard Markov
Decision Process (MDP) [7] model M = 〈S,A,T,R,γ〉 is
comprised of states, actions, a transition function, rewards,
and a discount factor. The long-term value of a state can
be described by the optimal value function: V ∗(s) = R(s)+
γ maxa ∑s′ T (s,a,s′)V (s′). In order to leverage the VFSM
model, a robot needs a relational view of its environment,
which could in principle be provided by any relational
MDP. However, since the dynamics of complex physical
environments often cannot be captured by purely relational
models (like STRIPS), we will use a two-level model called
an object-oriented MDP (OOMDP) from [8]. In an OOMDP,
each state consists of a set of objects with attributes, as well
as a set of relations between the objects.

We combine the OOMDP dynamics model and the VFSM
verb model by combining the state spaces and transition
functions of the two models and using the terminal states
of the VFSM to indicate reward. Specifically, we build a
combined MDP MC = 〈SC,A,TC,RC,γ〉 where A and γ come
from the OOMDP but the states SC = SE×SV are any pairing
of an OOMDP environment state and a VFSM state. The
reward function is based only on the completion of the verb,
0 for states in accepting VFSM states, and otherwise −1.
The transition function incorporates VFSM transitions.

To mitigate the size of the combined state space and the
sparsity of reward, we would like to leave some “bread-
crumbs” throughout the state space so that small rewards
are given for completing each stage of a verb. A simple
mechanism for encoding such subgoals is to initialize the
values of each state (V (sC)) using a heuristic function Φ(sC).
We use the heuristic function Φ(sC) =−ρ(sv), where ρ(sv)
is the shortest distance in the VFSM from sv to an accepting
terminal state. As a planner, our experiments employ Upper
Confidence for Trees (UCT) [9], a sample-based planner
that sidesteps a dependence on |SC| by only guaranteeing
to produce a policy for the start state s0. While UCT is
not expressly built to utilize a heuristic function such as
our Φ(sC), we simply translated this heuristic into a reward
shaping function [10] that served to guide UCTs search.

V. RESULTS

We evaluated the performance of the signature-based
VFSM on a set of 5 verbs, in both recognition and ex-
ecution tasks, and against baseline methods. The verbs
tested were the following: go(Robot,Target): Travel to
the target location; go-via(Robot,Waypoint,Target): Travel
to the target location via the waypoint location; fol-
low(Robot,Human,Target): Reach the target location after
the human does; intercept(Robot,Enemy,Target): Make con-
tact with the enemy robot before it reaches the target;
avoid(Robot,Enemy,Target): Reach the target without touch-
ing the enemy robot. All verbs were demonstrated and
performed by simulated robots in the Wubble World 2D
(WW2D) environment, a 2-dimensional, physics-based robot
simulator conceptually similar to the Stage robot simulator
[5]. For each verb, we constructed a labeling function (val-
idator) to assign the labels of success, neither, and violation
(mentioned in Section III) in an automated and consistent
manner according to the verb semantics. For all experiments,
the robot was given an accurate model of the behavior of
enemy robots and simulated humans for planning.

We compared the signature-based VFSM to one con-
structed with the simpler core-path method described in
Section III. As a baseline for execution, we also implemented
the Maximum Likelihood verb model of Kollar et al. [6],
which we will refer to as ML. ML proceeds by simulating
all possible sequences of actions up to some depth, and then
executing the sequence that maximizes the likelihood of the
verb under a Naive Bayesian model. This process terminates
when all possible actions would decrease the likelihood. ML
only models the percent of time that each relation is true,
and assumes all relations are independent of each other.

The teaching protocol defined in Section III provides
natural opportunities for evaluation. The robot’s verb repre-
sentation is updated during each teaching episode, allowing
us to trace the robot’s progress by measuring execution and
recognition performance at the beginning of each teaching
episode. The average performance for the signature-based
VFSM, core-path VFSM, and the ML baseline at each teach-
ing episode is shown in Figure 2. The order of presentation
by the teacher was randomized for each learning trajectory.
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Fig. 2. Experimental results for execution and recognition of 5 verb phrases. Error bars show the standard error of the mean (n ≥ 15).

A. Execution

During each teaching episode, the robot is asked to
perform the verb in a situation it has not encountered
before, which is effectively equivalent to a hold-one-out
evaluation. From many learning trajectories, we can estimate
the probability of success after a given number of teaching
episodes. This value is shown in the upper row of Figure 2.

The signature-based VFSM substantially outperformed
both the core-path VSFM and the ML baseline.The in-
ferior performance of the core-path method for the more
complex verbs illustrates the utility of the generalization
ability provided by verb signatures. For example, in a verb
like go-via the signature will deemphasize relations such as
RightOf(R,X) that encode the relative spatial configuration
of the target locations, leaving only the core semantics.

ML loses information about temporal ordering and about
dependencies between relations by converting each trace to a
one-dimensional vector. The high performance for a similar
set of verbs reported by Kollar et al. occurred in a simple
simulated environment with a small state space [6] and very
high-level actions. Its failure to scale to a larger environment
like WW2D was also evident in planning time, which was
significantly higher than for the VFSM based methods.

B. Recognition

Recognition is also evaluated during each teaching
episode, by the following procedure: The robot is presented
with a set of 20 traces, including one held-out demonstration
of the verb and 19 traces from other verbs. The student then
attempts to recognize the current verb in each of the traces,
labeling the ones that it determines to be valid instances of
the verb. To evaluate the student’s recognition performance,
we compare his labels against a set of gold standard labels for
each trace. To compute these reference labels, we applied the
validators to each demonstration, and labeled each instance

with all of the validators that assigned it a label of Success.
Thus, a demonstration of go-via(R,X,Y) would typically also
be labeled with go(R,Y), because that verb also appears in
the trace. By comparing the student’s labels to these gold-
standard labels, we computed the precision, recall, and F-
score for the student’s guesses (average F-score is shown in
the second row of Figure 2).

In general, recognition performance mirrors execution
performance, which is to be expected since the same VFSM
is driving both processes. In the case of avoid, the variability
in the behavior of the enemy led to the signature overgen-
eralizing and largely ignoring relations involving the enemy,
causing confusion with other verbs during recognition.
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